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Abstract

BGP hides information that is crucial for building accurate
routing models. We introduce a method, combining BGP and
active probing, to infer relative route preference policies of
ASes, and use it to examine routing policies of research and
education (R&E) network members. We inferred that systems
in 87.4% of 12,331 prefixes that 2,597 ASes announced in an
R&E ecosystem were insensitive to AS path length when
selecting provider routes — only 9.3% appeared to assign
the same local preference to available transit providers. We
validate our method, and discuss broader application of the
method to infer relative route preference, a crucial step in
being able to accurately model routing policies.

1 Introduction

Research and Education (R&E) backbone networks, such as
Internet2 and GEANT, provide capacity to their members
that is not available in commodity (commercial) networks,
enabling data intensive research such as high energy physics.
These R&E backbone networks often focus on providing R&E
transit between members, which have to arrange their own
commodity transit. Members can therefore have multiple
routes for R&E prefixes, and should generally prefer R&E
routes over commodity routes.

The BGP mechanism that operators use to enforce this
policy choice is known as Local Preference (localpref) — it
is one of the first attributes that a BGP router considers
when determining the best path if BGP has multiple routes
to the same prefix. The localpref is an integer value — an
operator sets a higher localpref to prefer one route over
another. Operators can set the localpref for all routes received
from a given neighbor by annotating the neighbor’s BGP
session with a default value that the router then assigns to
all routes received from that neighbor. If multiple routes to
the same prefix have the same localpref, then BGP is most
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Figure 1: BGP route propagation from UCSB to
Columbia. Columbia receives routes to the same prefix
via NYSERNet (R&E) and Cogent (commodity). To de-
terministically prefer R&E routes, Columbia must set
a higher localpref on routes received from NYSERNet
than on routes received from Cogent.

likely to use AS path length as the next tie-breaking rule, and
then consider other route attributes until it selects a route.
Figure 1 illustrates the importance of using localpref. In
this example, Columbia receives routes to the same UCSB
prefixes via both NYSERNet (R&E) and Cogent (commod-
ity), and both routes have the same AS path length. For
Columbia to deterministically select R&E routes via NYSER-
Net, Columbia must either (1) set a higher localpref on routes
received from NYSERNet than on routes received from Co-
gent to be insensitive to AS path length, or (2) import only
a default route from Cogent, to allow R&E routes to be the
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most specific routes. However, it is difficult for a third-party
operator or researcher to determine relative route preference
of edge networks such as Columbia, as edge networks are
poorly covered by existing measurement infrastructure.
The contribution of this work is to develop and validate an
active measurement method that infers route preference of
edge networks. We demonstrate its use by investigating the
degree to which R&E members prefer available R&E routes.
We first announced a measurement prefix which propagated
via both R&E and commodity providers. We then probed
addresses in member prefixes from a vantage point (VP)
multi-homed to both the R&E and commodity providers.
If responses arrived on the VP’s R&E interface, then the
member selected an R&E route, otherwise they selected a
commodity route. We prepended the AS originating the pre-
fix a variable number of times, to investigate the degree to
which R&E members used AS path length to select routes
with an R&E path. If the response always arrived via the R&E
route, then we inferred that the member (or their upstream
providers) preferred the R&E route. On November 4th 2024,
we surveyed 18,953 prefixes originated by 2,659 R&E mem-
ber ASes, obtaining responses from systems within 12,331
(65.1%) prefixes across 2,597 (97.7%) member ASes. Overall,
systems in 81.3% of the responsive prefixes always reached
our VP over the R&E route. We inferred that a further 9.3%
reached our VP over the R&E route if the corresponding AS
path was the shortest available. With available validation
data, we found at least 30 of 31 inferences were correct.

2 Background
2.1 R&E Routing

In the R&E networking space, networks such as Internet2
and GEANT are backbone networks, providing the fabric for
other regional and national R&E networks to interconnect.
Members of these R&E networks are customers in the rout-
ing sense; for example, Internet2 exports member (customer)
routes to other R&E network peers, such as GEANT and AAR-
Net. Members directly connected to Internet2 and GEANT
can have customers and peers of their own, and will gener-
ally prefer routes from their own customers and peers over
routes from those backbone networks. R&E networks around
the world can - but do not necessarily — provide global In-
ternet routing. R&E networks can export R&E peer routes to
other R&E peers — for example, Internet2 will export routes
between peer NRENSs to build a global R&E network.
Internet2 has four main different classes of neighbor. Par-
ticipant networks are Internet2’s members, or regional net-
works (e.g., NYSERNet, CENIC in Figure 1) that aggregate
member networks. Peer-NREN networks are other national-
level R&E networks, such as GEANT and AARNet. In this
work, we study prefixes advertised to Internet2 by these two

neighbor classes, where all involved traffic is R&E traffic.
The other classes of Internet2 neighbor include cloud and
content providers (Peer-NET+), and U.S. Federal agency net-
works (Peer-FedNet), who will not necessarily prefer R&E
routes according to their own policy needs.

2.2 Measuring Route Preference

Existing data-driven methods for obtaining or inferring route
preference have limited coverage. The first method - using
public BGP data to observe if members select R&E routes —
requires a view from each member (Columbia in Figure 1).
As of November 2024, fewer than 1% of all ASes (400 ASes)
provide a full BGP routing table to RouteViews or RIPE RIS.
Of the 2,659 ASes we examined in this work, 27 provided a
public BGP view. The second method - using looking glasses
to observe localpref values assigned to routes — also has few
ASes publicly providing that capability. In 2023, Kastanakis
et al. found 10 ASes with looking glasses from an initial list
of 76 that provided localpref values [13]. The third method -
using public VPs to collect traceroute paths — also requires
wide deployment of VPs. As of November 2024, RIPE Atlas
has VPs in 3,808 networks (5.0% of all routed ASes) — with
VPs in 215 (8.1%) of 2,659 R&E ASes. The fourth method - us-
ing Routing Policy Specification Language (RPSL) databases
where operators may encode localpref in rules — suffers from
inconsistent coverage across RIR regions and staleness of
data [11]. As of November 2024, the RIPE database has 39,337
ASes, 7,331 of which include at least one rule with localpref.
The RIPE database represented nearly half of the ASes and
73.3% of data by size in RPSL across 13 IRR databases consid-
ered by He et al. in June 2023 [11]. In 2023, Kastanakis et al.
reported variance between deployed localpref and “abstract
policies described for documentation purposes” in RPSL [13].

2.3 Related Work

There has been sustained research interest in accurately in-
ferring and modelling deployed Internet routing policies at
both AS and router levels (e.g. [1, 6, 8, 13-19, 23-25]). The
consensus is that doing so is difficult, as each operator in-
dependently designs and deploys routing policy that best
aligns with their network’s business model and needs, and
BGP hides crucial information necessary to build accurate
models. The first AS-level models [7] assumed that ASes
preferred routes received from customers over routes from
peers and providers, encoding that policy with localpref as-
signments. However, this abstraction is insufficient to model
route selection, as observed routing policies show that a
single AS can use different routes at different locations in
their network [16], and the routes available to that AS are
dependent on their neighbors’ export policies [23]. Further,
localpref assignments can be more complex. In 2013, Gill
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Figure 2: Vantage Point (VP) configuration. The VP
was connected to two VRFs which had different export
policies to R&E and commodity networks. We inferred
the route used by member networks based on the VLAN
interface that the response arrived on.

et al. [9] surveyed 100 (mostly transit network) operators
about their routing policies, including how they assign lo-
calpref policies. Generally, ASes assigned localpref to prefer
customer over peer over provider routes, and assigned the
same localpref to all routes received from a given neighbor,
but there were exceptions. In 2023, Kastanakis et al. [13], in
a reproduction study of Wang and Gao [23], reported that
localpref assignments have become less conventional - for
example, some networks assign the same localpref to peer
and provider routes. They recommended that future work
should focus on inferring localpref independent of AS re-
lationships, as localpref is currently only available from a
small number of BGP looking glasses.

In this work, we take a step towards inferring relative route
preference. Our study focuses on inferring preference among
providers, which we examine from a VP connected to two
ASes at the top of the R&E and commodity AS hierarchies.
Inferring ASes that assign the same localpref to peers and
providers could be achieved with further deployment (§6).

3 Method

3.1 Vantage Point

We probed systems in R&E prefixes from a single VP in In-
ternet2, configured as illustrated in Figure 2. We assigned a
publicly-routed IPv4 address within a measurement prefix
to the system’s loopback interface, and used that source ad-
dress in our probes instead of the IP addresses assigned to
the VLAN interfaces. There were no less- or more-specific
prefixes for the address space covered by the measurement
prefix, and commodity providers did not learn the R&E path.
The VP was connected to one router via two VLAN interfaces.
The network had separate virtual routing and forwarding
(VRF) instances for commodity and R&E routing, which the
router presented to our VP as separate VLAN interfaces. The
VLAN on which a response packet arrived identified the VRF

R&E
ens3finp1.17

Commodity
ens3finp1.18

lo
163.253.63.63

Vantage Point

" probe —
response
/ \

192.0.2.6 192.0.2.7
Figure 3: Addresses used for interconnection can con-
fuse inferences. AS X provided an address for intercon-
nection with Y out of X’s address space, but it is Y’s
routing policy that determines response routing.

that the packet flowed through, and therefore whether the
response followed R&E or commodity routing. We developed
custom software to run on the VP, which obtained the in-
terface that the operating system received response packets
on using the IP_PKTINFO ancillary message [20] via the
recvmsg system call. We will publicly release this software.

We BGP-advertised the measurement prefix with origin
11537 to R&E networks, and with origin 396955 to commod-
ity networks via Lumen (AS 3356); these announcements
were covered by RPKI ROAs. We conducted a series of nine
experiments, using a different AS prepend configuration in
each, to infer member sensitivity to AS path length. We use
“4-0” to refer to the experiment with 4 prepends of the R&E
ASN and no prepending of the commodity ASN, “0-0” to refer
to no prepending of either R&E or commodity ASN, and “0-4”
to refer to the experiment with 4 prepends of the commodity
ASN and no prepending of the R&E ASN. The order of our
nine experiments was “4-0”, “3-0”, “2-0”, “1-0”, “0-0”, “0-1”,
“0-27, “0-3”, and “0-4” — we decreased prepends of the R&E
ASN, and then increased prepends of the commodity ASN.

We sought to minimize the effect of route flap damping
(RFD), where routers maintain a penalty per prefix/BGP ses-
sion pair, as RFD could lead to our BGP configurations being
suppressed [2, 22]. To minimize the effect of RFD but still
allow our experiments to complete within a work day, we
conducted active probing one hour after changing the config-
uration of our BGP announcements. In 2020, Gray reported
that ~9% of the ASes they measured enabled RFD, few ASes
damped prefixes longer than 15 minutes, and that they did
not observe suppress times longer than one hour [10].

3.2 Probe Seeds

We used the results of two comprehensive and complemen-
tary scanning projects to seed our probing. The first, the ISI
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Figure 4: Experiment flow between active probing windows (~7 minutes, grey bars) and measurement prefix BGP
activity during our experiments. In the first five (R&E prepends) experiments, updates after R&E convergence
exclusively occurred on commodity routes, and were 40 of the 168 updates during the R&E prepends phase.

Internet Addresses IPv4 Response History Dataset [21], sum-
marizes previous ISI censuses of the IPv4 address space [12],
reporting on recent ICMP (ping) responsiveness of addresses
that were ever responsive in any ISI census. The history
dataset annotates IP addresses with scores that researchers
can use to rank addresses in order of most likely to re-
spond [5]. We considered addresses with a score greater
than zero - these addresses responded to at least one survey
in the previous 15 censuses conducted by ISI between Febru-
ary 2021 and August 2024. The second, Censys [4], provides
vetted researchers with access to a search engine of Internet-
wide scanning results for approved non-commercial use [3],
which we obtained and used to query for responsive TCP
and UDP services in each prefix of interest.

We began with 18,953 prefixes propagated by Internet2 to
RouteViews on November 3rd 2024 at 18:00 UTC. We then
extracted seeds from the ISI history dataset, and queried the
Censys API about hosts in these prefixes over the course of
7 hours. Of the 18,953 prefixes, 11,840 (62.5%) had a seed in
the ISI history dataset, covering 2,536 (95.3%) of 2,659 ASes.
When we included Censys, coverage increased to 13,362
(70.5%) prefixes originated by 2,628 (98.7%) ASes.

Beginning November 4th at 04:00 UTC, we probed a sub-
set of these seeds in order to have a current set of known-
responsive addresses in each prefix before we conducted
our experiments. Our goal was to find three responsive ad-
dresses within each prefix to reduce the chance that we were
unlucky and selected an address in the prefix assigned to a
router operated by a different AS than the AS routing the
prefix (Figure 3). Within each prefix, we probed up to ten
addresses in the ISI history file ranked by their score, and
up to ten randomly selected addresses-port tuples in Censys
data. As not all addresses were responsive when we probed
them (some prefixes covered by addresses in the ISI history
file were last responsive more than a year ago), we ended
up with addresses in 12,473 (65.9%) prefixes originated by

2,610 (98.0%) ASes. We obtained three destinations in 10,381
(83.2%) of 12,473 responsive prefixes. For 10,419 (78.0%) pre-
fixes, we used ICMP seeds from the ISI history data, and for
3,357 (25.1%) we used TCP and UDP seeds from the Censys
data — 415 (3.1%) prefixes had mixed seed origin.

3.3 Limitations

The goal of our method is to infer routing policy affecting
return paths from remote systems. Our approach assumes
that our measurement prefix is representative of how the
origin considers other routes from the BGP session they learn
our route from. However, the network hosting the remote
system (or an intermediate transit) may apply localpref on
finer granularities than per BGP-session [9].

While our method allows for route preference inferences
at a finer granularity than AS-level, it requires responsive
hosts deployed across the AS to capture that diversity. Finally,
to measure preference of customer and peer routes of ASes
at lower levels of the AS topology requires VPs in or below
those levels, and care to isolate confounding factors (§6).

4 Results

Figure 4 illustrates the timeline of our experiment, which
began shortly before November 4th 2024 18:00 UTC with
the BGP configuration at “4-0” (§3.1) for several days prior
to our experiment. We plot cumulative BGP update activ-
ity observed by all RouteViews and RIPE RIS peers for the
measurement prefix during the experiment. Immediately
after active probing completed for one BGP configuration,
we modified the BGP configuration for the prefix (§3.1) and
then waited an hour before the next round of active probing.
Figure 4 plots cumulative BGP update churn while varying
prepends on the R&E route (configurations “4-0” to “0-0”),
and then update churn while varying prepends on the com-
modity route (configurations “0-0” to “0-4”).
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Inference Prefixes ASes
Always R&E 10,027 81.3% 1,925 74.1%
Always commodity 756  6.1% 356 13.7%
Switch to R&E 1,147 9.3% 336 12.9%
Switch to commodity 2 0.0% 1 0.0%
Mixed R&E + comm. 393 3.2% 254 9.8%
Oscillating 6 0.0% 4 0.2%
Total: 12,331 2,597

Table 1: Results for tested prefixes. Systems in most
(10,783) prefixes were insensitive to our AS path length
changes, and most (10,027) always used the R&E route.

There is comparatively sparse BGP activity for prepend
changes on the R&E route, as few BGP views observed the
R&E route. In total, we observed 168 update messages across
more than four hours while varying prepends on the R&E
route, and 9,131 update messages across the four hours while
varying prepends on the commodity route. Figure 4 shows
that (at least for the public view) BGP update activity for
the measurement prefix was relatively settled for at least 50
minutes prior to the active measurement for that configura-
tion. In the first five (R&E prepends) experiments, updates
after R&E convergence exclusively occurred on commodity
routes, and were 40 of the 168 updates during that phase.
Each round of active probing took ~7 minutes at 100pps.

Table 1 summarizes experiment results. We characterized
prefixes that had a response from at least one system dur-
ing every active probing round, so this table excludes 142
of 12,473 prefixes for which we had seeds. Overall, systems
in most prefixes were insensitive to our BGP configuration
changes — response traffic for 81.3% of prefixes always ar-
rived via the R&E route, and always via commodity for 6.1%
of prefixes. Systems in 9.3% of the prefixes switched to the
R&E route when we used a prepend configuration that would
cause a router on the return path to prefer the R&E route —
implying that BGP used AS path length (and not localpref) to
select the route. A single AS switched from R&E to commod-
ity during our experiment, even as we increased commodity
prepends. We discussed our findings with an operator at
the AS, who reported that an outage during our experiment
caused their route to our VP to be over commodity.

Because the absolute number of prefixes that we observed
with mixed return paths changed as we modified BGP prepend
configurations (a portion of the systems in these prefixes
appeared to be affected by a router that used AS path length
in route selection), we summarize the overall trend that we
observed. Overall, two systems in the prefix would prefer
R&E, while one would prefer commodity, at an overall ratio
of ~2:1. This is consistent with the trend of R&E members
generally preferring R&E routes.

Inference Prepends No
R=C R<C R>C Comm.
Always R&E 2,931 2,961 66 4,069
72.4% 87.7% 21.2%  88.7%
Always commodity 389 93 131 143
9.6% 28% 42.0% 3.1%
Switch to R&E 569 240 94 244
14.1% 7.1% 30.1% 5.3%
Mixed R&E + comm. 159 84 21 129

39% 25% 6.7% 2.8%

Total 4,048 3,378 312 4,585

Table 2: Fraction of prefixes with origin AS prepend-
ing in AS paths toward R&E and commodity, by route
preference inference. R < C means that the origin was
prepended more in commodity routes than R&E routes.

Table 2 compares active probing inferences with origin AS
prepending in corresponding BGP routes for these prefixes
as recorded by RouteViews and RIPE RIS. We emphasize that
this prepending is to influence inbound routing decisions
made by other ASes for that origin AS, and not to control
their outbound routing to our VP. For this analysis, we first
classified ASes in any Participant or Peer-NREN (§2.1) route
observed by Internet2 as R&E ASes - i.e., the set of R&E
members and R&E transit providers. If the immediate up-
stream AS was not in the set of R&E ASes, then we classified
the route as via a commodity AS. The “No Comm.” column
covers the 4,585 prefixes whose only BGP-observed upstream
was initially via an R&E transit provider. We do not further
consider the prepending properties of these routes, as there
is no commodity route to compare to. Naturally, the majority
(88.7%) of responses for systems in these prefixes always
arrived via R&E networks, but 8.4% did not. We hypothesize
that some of the networks in this 8.4% have unobserved com-
modity transit providers which, if undetected, would impact
the accuracy of routing models.

Of the remaining 7,738 prefixes, 3,690 (47.7%) had the ori-
gin AS unequally prepended between R&E and commodity
neighbors, with 3,378 (91.5%) prepending their origin AS
more towards commodity neighbors than to R&E. Systems
in most (87.7%) of these 3,378 prefixes always returned via
R&E, though 7.1% could be influenced by the prepend con-
figuration of our measurement prefix.

For the 312 prefixes where the origin AS was prepended
more via R&E than via commodity, 42.0% contained systems
that would always return via commodity, suggesting a delib-
erate policy choice by those ASes to use commodity routing
as much as possible. However, 30.1% of these 312 prefixes
contained systems whose return route could be influenced
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Figure 5: Effect of AS path configuration on selection
of R&E routes.

by our prepend configuration. Where origin AS prepending
was equal between R&E and commodity routes, the majority
would always return via R&E.

We believe that our results show that while relative AS
prepending provides some signal as to the relative outbound
route preference of these networks, relying on that signal
would lead to error in route predictions of these networks.

Figure 5 shows the cumulative effect of AS path config-
uration on the return paths selected by routers affecting
systems in the 1,147 prefixes that switched from commod-
ity to R&E. As the R&E AS path length decreases relative
to the commodity AS path length, the R&E route becomes
more preferred. In our experiment configuration (§3.1) with
a single commodity provider, we observed that international
networks (identified as the Peer-NREN class) were less sensi-
tive to R&E prepends than U.S. domestic R&E networks (the
Participant class). Systems in 31.0% of the 771 Peer-NREN
prefixes would select the R&E route even when it had two
or more R&E prepends, compared to 6.1% of systems in the
Participant (U.S. domestic) class. We hypothesize that this is
because the available commodity route has a longer AS path
by the time it reaches these international networks.

5 Validation

5.1 Comparison with public BGP view

Of the 2,597 ASes with at least one prefix responsive to our
method, 27 ASes also provided a public BGP view to Route-
Views and/or RIPE RIS collectors, which we compared to our
prefix-level inferences. For each collector, we downloaded
the November 4th 16:00 UTC RIB file and all update files
through the entirety of our experiment, extracting activity
for our measurement prefix (Figure 2). Most ASes had active
measurement inferences for multiple prefixes; if an AS had
different inferences for different prefixes, we considered the
most frequent inference. Two ASes had no most frequent

Inference Congruent Incongruent Total
Always R&E 15 2" 17
Always commodity 5 0 5
Switch to R&E 3 0 3
Total 23 2" 25

Table 3: Comparing our active measurement inferences
with public BGP views. 23 of 25 ASes had inferences
congruent with the BGP view. At least one of the two
incongruent public views did not reflect the actual rout-
ing policy of the AS.

inference and we did not include them in this validation. For
the remaining 25, we say that the active measurement infer-
ence is congruent with the public BGP view if the origin AS
or ASes observed in BGP would be expected given the infer-
ence. For example, we would expect to only observe routes
for our measurement prefix originated by AS11537 in BGP
if we inferred through active measurement that responses
used the R&E route. Table 3 summarizes our results.
Overall, 23 of 25 ASes had BGP activity congruent with
active measurement inferences. For two other ASes, we in-
ferred their policy was to always prefer the R&E route, but
we saw only the commodity route in the public BGP view.
We contacted operators at the two incongruent ASes and
received a response from one. They reported that the AS
used multiple VRFs - one for R&E routing, and one for com-
modity routing. While their policy was to prefer R&E routes,
they exported routes from the commodity VRF to the public
BGP collector. That is, our policy inference was correct.

5.2 Operator Ground Truth

We contacted operators at nine ASes with our findings, and
received responses from six, covering the spectrum of our in-
ferences. For two ASes, we inferred that they assigned equal
localpref to both R&E and commodity routes, as we inferred
their return route was sensitive to AS path length, which
they confirmed. For another AS, we observed one /24 prefix
where two systems replied via R&E, while a third system
returned via commodity. They confirmed that systems in
prefixes originated by their AS would use the R&E route, but
that we had probed a router that used an address from their
prefix for interconnection, and that the router did not have
an R&E route. Finally, we heard from three ASes that our
inferences that they preferred R&E routes over commodity
routes was correct.

6 Discussion

We demonstrated and validated an approach to inferring
relative provider route preference in the R&E networking
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environment, representing 2,597 (~3.4%) of routed ASes. In
our experiments, we used a single /24 prefix, and varied
prepends over time. If understanding precise sensitivity to
AS path length is unnecessary, it would be simpler to use
two prefixes (A and B) when there are two classes of route
(X and Y) to test — for X announce A with “4-0” and B with
“0-0”, and for Y announce A with “0-0” and B with “0-4”.

We believe that our method has applicability beyond our
demonstration. For example, it is possible to infer if some
ASes localpref provider and peer routes equally, provided
those ASes use AS path length as the next tie break. Con-
necting a VP to a large IXP in addition to a Tier-1 transit
provider that peers selectively would allow the route prefer-
ence policies of ASes at that IXP to be tested (provided those
ASes do not also peer with the VP’s transit provider, as then
the AS would have two peer routes to choose from). As the
VP would have distinct interfaces connecting to the IXP and
transit provider, the interface the response arrives on will
identify the class of return route. We note that systems in
different prefixes from the same IXP member ASes might
be routed differently, perhaps based on their location. This
information could be captured by our method and inform
routing models.

Ethics

We minimized the effect of our experiment by (1) re-using
existing datasets that identify responsive systems in prefixes
instead of conducting our own scans, (2) probing at a low
rate (100pps) from the VP, with benign ICMP echo, TCP
SYN, and UDP probes, (3) allowing at least an hour between
changes of BGP configurations, (4) using a BGP prefix that
does not host services affecting end users.

A Internet2 Participant Results

Table 4 summarizes the results for Participant routes, and
can be compared with Table 1. In total, there were 6,575
Participant prefixes across 1,058 ASes. We had no seed for
2,502 prefixes (§3.2), and 57 prefixes were unresponsive dur-
ing the course of our experiments. Table 4 summarizes our
inferences for the remaining 4,016 prefixes (61.1%) across
1,038 (98.1%) ASes.
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